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ABSTRACT
The hypothesis we intend to test is the identification of po-
tential sources of bias and/or ethical concerns in healthcare
data and to propose methods for reducing or eliminating the
bias. To test this hypothesis we have selected an open source
dataset focused on the impact of HbA1c Measurement on
Hospital Readmission Rates.

A detailed analysis will be made of dataset parameters in
order to determine whether a given feature or set of features
is affecting or biasing the algorithm or results. By testing
this hypothesis we hope to identify potential sources of bias
and ethical concerns in the data or algorithm and we will
identify methods that may beneficially minimize unintended
bias in algorithm and/or analysis.
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1 INTRODUCTION
As a society, we are being tossed around on a sea of com-
peting ideas, backed by statistics, data, and computer algo-
rithms. The decisions made by algorithms rely on the data
used as input and the manner in which the algorithms are
programmed by humans. Ultimately all data science, statis-
tics, and AI decisions are human decisions, regardless of the
manner or means by which they are wielded. The use andma-
nipulation of algorithms represent opportunities for better
understanding of our world. However, algorithms can also
encompass, express, and unveil intentional or unconscious
bias, bias intrinsically present in the data, and manipulation
by competing interests or those with agendas. In this pa-
per we examine various aspects of a fully identified open
source healthcare dataset with information about patients
with diabetes and asked how we should determine ethical
parameters of Artificial Intelligence (AI) algorithms using
the healthcare dataset. Transparency and accountability are
overarching lessons for AI Ethics, but the relational context
in which these lessons arise is just as important.

Motivation
The motivation for this project is to explore multiple types
of bias in datasets and algorithms, assess the ability to dis-
criminate and compare potentially biased data or biasing
features involving multiple parameters, hyper-variable data,
and multiple data analysis methodologies, within a single
large, multi-parameter dataset. The comparison of potential
algorithmic modalities, such as model type, feature selec-
tion, as well as different types of neural networks and graph
networks is due to the authors’ interest and non-academic
work in detecting and identifying similarities in complex
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interactions, multi-layer, and multi-step dependencies in the
healthcare and complex data domains. A further motivation
derived from these interests is to evaluate data triangula-
tion methodologies on a heterogeneous and hyper-variable
dataset comprising different attributes in order to improve
the accuracy and consistency of categorizations and classi-
fications and to show relatedness in order to improve the
trustworthiness of the underlying algorithmic assessments
and provide a possible auditing framework for future dataset
and algorithmic analysis.

2 RELATEDWORK
Different methods of auditing data are required in order to
search for and test for underlying or hidden bias and at-
tributes. Methods encompassing anomaly detection and pat-
tern recognition are required. No single auditing method will
likely uncover all potential issues. The breadth and scope of
auditing methods creates an algorithmic auditing toolkit that
one may use to deeply examine data with various degrees of
granularity.

Post-hoc interpretability tools to audit AI models
Deep Learning models provide a higher degree of accuracy
than the traditional machine learning models when the input
consists of large, unstructured data. Similarly, sophisticated
ensemble techniques like bagging and boosting are preferred
to simpler, more interpretable decision trees as they achieve
better performance with structured tabular data. However,
there exists a trade-off between accuracy and interpretability.
The complex architecture of thesemodelsmake it hard for the
end-user to interpret how the input features have contributed
to the model output prediction. Recent works[16],[20] have
also revealed the inherent bias in some of these black-box
models against minority groups. Thus, the pervasive use
of these high performing, ’black-box’ models in sensitive
areas like healthcare[10],[15] and criminal justice raises eth-
ical concerns and a critical need to audit these models for
fairness.
One of the ways to audit these algorithms would be to

look into the ’black-box’ to understand how the input fea-
tures are combined to arrive at the model output. In re-
cent times several machine learning interpretability tech-
niques have emerged that can be used to explain the machine
learning model results in terms of individual input feature
contributions. Current popular interpretability techniques
can be categorised into Post-hoc interpretability and Intrin-
sic Interpretability[18]. Post-hoc methods provide explana-
tions of the model output after the model is trained. Some
of the current state-of-art methods include feature attribu-
tions (LIME, SHAP), model and data analysis tools (What-if
Tool, Fairness Indicators), gradient and concept based test-
ing (TCAV, GRAD-CAM) and datapoint inspection methods

(Partial Dependence Plots, Ablation testing). Intrinsic in-
terpretability is achieved by using inherently interpretable
machine learning models. In certain scenarios the explana-
tions provided by the post-hoc methods are unreliable. Using
inherently interpretable models can overcome this drawback.
Models like RETAIN and IMV-LSTM are examples of inher-
ently interpretable RNN based models. RETAIN[4] uses a
Reverse Time AttentionMechanism to build a clinically inter-
pretable ML model using the EHR (Electronic Health Record)
data. IMV-LSTM[11] uses a mixture attention mechanism in
the hidden layers of the RNN to capture the input variable
importance in a multi-variate time series set up.

Due to proprietary reasons the inner working of machine
learning models may not be publicly available. Post-hoc in-
terpretability techniques can serve as a useful tool to audit
such machine learning models. This paper utilises LIME (Lo-
cal Interpretable Model-Agnostic Explanations)[21] and the
what-if-tool with SHAP (SHapley Additive exPlanations)[28],
[14] as a technique to audit a black-box machine learning
model used in the healthcare domain[23].

AI Fairness Models to Mitigate Bias
Fairness has merged as an important concern in terms of
trust and reliability of the decision-making process based
on machine learning models. The implementation of solid
AI techniques and tools has intrigued researchers to build
capable AI fairness models [17]. The main objective with
these tools is to detect, measure, and reduce unwanted bias.

Recently, various auditing tools and open-source libraries
have been developed to provide a high level of functional-
ity in fairness models. For instance, FairSearch is the fair
open-source search API to apply fairness in ranked search
results [29]. FairTest tool helps to identify biases between
potential outcomes and sensitive attributes [24]. Aequitas is
an open-source Python library with many fairness metrics
to detect bias [25]. Other handful fairness toolkits incor-
porate AI to mitigate the bias, such as Themis-ML [1]; the
"Fairness-Aware" Machine Learning interface. Also, Fairness
Test-Bed [9]; the open-source framework facilitates a direct
comparison of algorithms.

In this paper, AI Fairness 360 toolkit (AIF360) was adopted
to investigate and mitigate the potential bias in the dataset
[2]. It is a comprehensive Python open-source package de-
veloped at IBM and aims to bring together all sets of fairness
metrics, and bias mitigation algorithms [13].

What if Tool is also one of the auditing tools used in this
paper. It is an open-source application that allows practition-
ers to probe, visualize, and analyze ML systems [27]. It lets
us visualize hypothetical scenarios, against different subsets
of inputs,analyze importance of different data features and
visualise different models.
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Data Visualization Models to Discern Differences
There are several different types of data visualization models
that can be used to discern differences in datasets in order
to help identify patterns or anomalies. Knowledge Graphs
and Data Triangulation are two methods that provide readily
apparent graphical output that end-users find more appeal-
ing than examining large charts of floating point numbers.
Graphical representations of data are used in a variety of
other applications and are readily adapted to algorithmic
auditing methodologies.
A knowledge graph comprises a graph data model ontol-

ogy of attributes and other data thatmay provide information
about relatedness. Knowledge graphs model topical coher-
ence of information based on an assumption that information
from the same context tends to belong together. [6] Data are
often contextual and knowledge graphs utilize a data inter-
change standard comprising tuples where each tuple can
be considered a small graph.[6] It may also comprise any
other associated attributes linked to the data. The primary
purpose is classification, clustering, and relatedness that is
able to be presented in visual form. The knowledge graph
maps heterogeneous types of knowledge. The combined ap-
proaches should result in a decrease in disambiguation errors
and result in a more discerning clustering of content and
inference from the highly heterogeneous data. [5]
Machine learning and deep learning models of artificial

intelligence can incorporate data triangulation in neural net-
works in the form of mini-batches of additional data to com-
pare signal to noise ratios, even in noisy datasets. [12] The
theory being that the signals will show up consistently across
the multiplier iterations of datasets, even if some of the data
are incomplete, missing, or excessively noisy. Data triangu-
lation compares qualitative and quantitative data and can be
used across all data types and from entirely different sources.
[12] Triangulation is a correlation process that attempts to
define relational metrics between data while accounting for
noise, overlaps, outliers, and density. [12] Neural networks
can also be triangulated concurrently with other neural net-
works in order to refine classification, reduce output error,
and provide a better explanation of output results (e.g. ex-
plainable AI). [26]

3 DATASET
The "Diabetes 130 US hospitals for years 1999-2008 dataset" is
Kaggle’s open source collection of over 100,000 clinical data-
base records for patients with clinically diagnosed diabetes.
The dataset represents 10 years (1999-2008) of clinical care at
130 US hospitals and integrated delivery networks. It includes
over 50 features representing patient and hospital outcomes.
The dataset comprises the following attributes available for
analysis: patient number, race, gender, age, admission type,

time in hospital, medical specialty of admitting physician,
number of lab test performed, HbA1c test result, diagnosis,
number of medications, diabetic medications, number of out-
patient, inpatient, and emergency visits in the year before the
hospitalization. Further analysis may be determined based on
the similarity of characters in the category. [7] The data are
submitted on behalf of the Center for Clinical and Transla-
tional Research, Virginia Commonwealth University, a recip-
ient of NIH CTSA grant UL1 TR00058 and a recipient of the
CERNER data. John Clore (jclore ’@’ vcu.edu), Krzysztof
J. Cios (kcios ’@’ vcu.edu), Jon DeShazo (jpdeshazo ’@’
vcu.edu), and Beata Strack (strackb ’@’ vcu.edu). This data is
a de-identified abstract of the Health Facts database (Cerner
Corporation, Kansas City, MO). The original source of the
data: https://archive.ics.uci.edu/ml/datasets/Diabetes+130-
US+hospitals+for+years+1999-2008.

Data Preparation
Each model has specific requirements for the type of data it
will operate over, and these necessitate different pre-processing
techniques. However, in order to provide a consistent com-
parison across models, each model must receive the same
input. We combine these needs by creating types of inputs
that multiple models can handle.

4 MODELS OF ANALYSIS
Different models of analysis are used to extract different
features from the data. These features, their patterns, and
anomalies (if any) are then analyzed to determine whether
any bias exists in the underlying data.

The expectation of finding bias in any given generic dataset
is neutral. While none is overtly expected, history shows
that humans have both overt and unconscious bias and that
bias may be reflected in unexpected places. We do not expect
a single methodology to show bias in the underlying dataset.

LIME for model auditing
Post-hoc interpretability techniques serve as viable model au-
diting tools as they enable us to understand individual feature
contributions to the model output. Local interpretable model-
agnostic explanations (LIME) is a popular perturbation based
interpretability technique that provides local explanations
to black-box models. LIME trains a linear classifier that lo-
cally approximates the behaviour of the black-box machine
learning model.

A perturbed dataset is created by feeding in variations of a
single data point to the MLmodel and noting the correspond-
ing outputs. LIME then trains an interpretable model (for
example, a decision tree) on this new dataset of permuted
samples, where the samples are weighted by their proximity
to the sample of interest. The local interpretable model is



Virginia Tech CS5024, Spring 2020, Falls Church, VA, Asma Aldrees, Cherie Poland, Nikhita Sattiraju, and Syeda Arzoo Irshad

used to explain the predictions made by themachine learning
model to be audited.
In this experiment, the pre-processed diabetes readmis-

sion dataset was subjected to an XGBoost algorithm[3]. The
inputs to the model consist of over 30 input features that
contain patient information such as number of hospital visits,
number and type of medications administered, whether the
patient suffered from diabetes, and demographic information
like age,sex and race. The XGBoost model was trained to
predict if the patient is likely to be readmitted or not. Pre-
dicting if a patient will be readmitted to the hospital helps
doctors determine the type of treatment to use and also helps
the hospital staff in efficient utilisation of scant medical re-
sources like ICU units. The trained XGBoost model is used
to generate LIME explanations. The LIME explanation for a
single row in the dataset is displayed in the figure 1 below.

Figure 1: Lime Explanation

These explanations help us understand how much weigh-
tage was given to each input feature by the XGBoost model
in predicting patient readmission for a specific data instance.
In this experiment the different race categories ’Caucasian’,
’AfricanAmerican’, ’Other’, ’Asian’ and ’Hispanic’ were one-
hot-encoded before being subjected to the XGBoost model
and subsequent Lime explanations. From the figure above
it can be deduced that the ’Asian’ race had more impact on
the model output prediction than the other races for the
particular data instance being examined. Explanations such
as these enable us to audit the algorithms and determine if
protected attributes (like age, race, gender) play a significant
role in determining the model output behaviour of whether
a patient is likely to be readmitted or not.

AIF360 Model Analysis
AIF360 toolkit was considered for a comprehensive analysis
and mitigation of any potential bias. Therefore, the dataset

was transformed into Binary-Label-Dataset required by the
AIF360 toolkit. The protected attributes were selected in
which the bias was there as gender and race. These attributes
partition a population into groups that have a difference in
terms of parity received.

Prior to applying fairness metrics to the selected attributes,
some statistical analysis was implemented to determine the
target attribute. The mean of the readmitted attribute values
was computed per gender and race attributes. The analysis re-
sults showed that the probability of getting readmission was
almost the same between males and females, with readmis-
sion percentages of 0.451, 0.469, respectively. This indicated
bias absence in gender attribute. However, statistical analysis
was implemented over race attribute, which revealed a bias
against Asian race which has the least number of readmit-
ted patients comparing with other race values, as shown in
figure 2. Therefore, race attribute was appointed as the pro-
tected attribute. Then, the data types have been encoded into
privileged and unprivileged groups where privileged group
indicates a value that has been at a systematic disadvantage.
Asian race was denoted as the privileged group, while rest
all data belonging to race were labeled as the unprivileged
group.

Figure 2: Proportion of Total who Got Readmitted

Further analysis of bias was implemented by applying
AIF360 fairness metrics. The dataset was split into training
and testing datasets. Then, the fairness metric- Disparate Im-
pact (DI) was selected to detect and measure the bias against
Asian race. This metric calculates the ratio of the probability
of outcomes between the unprivileged and privileged groups.
Both accuracy and fairness values were computed using a
Logistic Regression machine learning model. The DI metric
was applied to the training and testing datasets and found to
be 0.868 and 0.934, respectively. The DI values were greater
than the fairness threshold: 0.2, which indicated high bias vi-
olations in the model. Figure 3 shows the values of accuracy
and fairness metrics on the training dataset.
The AIF360 methodology for mitigating the discovered

bias was implemented. The dataset was transformed using a
pre-processing bias-mitigation algorithm called Reweighing.
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Figure 3: Accuracy and Fairness Metrics With Bias

It assigns different weights to the various entities in the
population to ensure fairness. The Reweighted data was
then passed through the models for training and testing
part and once again the DI fairness metric was measured.
The new value of DI metric was found 0.003 in the training
dataset, as shown in figure 4, and 0.013 in the testing dataset.
Both values were smaller than the fairness threshold, which
implied that the bias was mitigated and removed.

Figure 4: Accuracy and Fairness Metrics Without Bias

Data Triangulation
Data triangulation was used to compare multiplicative group-
ings of data. The dataset provided a rich source of informa-
tion related to medications prescribed to patients who were
admitted to hospitals on both an inpatient and outpatient
basis. The goal of the original study was to assess collected
data to determine reasons for readmission and to determine
what changes could be made in order to avoid a subsequent
readmission. In the present study, all of the medication were
analyzed in at least triple form with age and race as con-
nected comparisons. Additional comparisons were made and
cross-compared. Because the data set provides qualitative
data for whether prescriptions were prescribed during the
medical evaluation encounter or whether they were changed
(no, steady, up, down) all modes were assessed together and
individually.

The dataset showing all modes of prescription andwhether
there was any indication of impact on readmission are shown

in multi-mode format in Figure 5 for both insulin (top; 5A)
and metformin (bottom; 5B).
A multi-point comparison of different diabetes medica-

tions was undertaken by both race and age, considering hos-
pital readmission with and without a change in medication.
The data unexpectedly showed that there is an underlying
bias in the types of medication given to different races as a
factor of age.
Although both age and race appeared to affect hospital

readmission (data not shown), the greater anomaly was the
apparent bias in the underlying prescription of the medica-
tions for diabetes where the differences appear as a differen-
tial between a patient’s age, given a patient’s race. The raw
data showed a relatively flat curve with African American
patients, but a dramatic frequency difference was seen with
Caucasian patients (Figure 5).

All of the prescribed medications in the dataset were ana-
lyzed. The two most commonly prescribed diabetes medica-
tions, metformin and insulin, showed the most distinctive
bias. Both medications are available in generic form. Both
are therefore less expensive and more accessible than the
other medications provided in the dataset.

Figure 5: Differences in Number of Insulin (top; 5A) andMet-
formin (bottom; 5B) Prescriptions for Inpatient Admissions
by Age and Race with Combined Modes of Treatment

There were substantially fewer numbers of African Amer-
icans than Caucasians participating in the study. However,
the difference in power does not account for the curve distinc-
tions which appear with increasing age by race. The curves
in Figure 4A and B are relatively flat for African Americans
in the 40-80 year old age ranges for both insulin and met-
formin, although prescription of insulin increase slightly in
the 60-80 year old range compared to the 40-60 year range.

When the data were normalized over the total number of
diabetic medication prescriptions (all diabetic prescriptions
in the dataset regardless of race or age), the data showed that
medications were similarly prescribed for African Americans
and Caucasians overall. However, what was different were
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Figure 6: Normalized Metformin and Insulin by Race and
Age

the types of medications prescribed and the age at which
they were prescribed. The age curves were shifted favoring
diabetic prescriptions at a younger age range for African
Americans and an older age range for Caucasians. The dif-
ferences in the curves can be better visualized in Figure 6.
The differences in the curves (shift) has apparently gone

unnoticed for years, given that the dataset was published
in 2013. It was only extracted in the instant algorithmic
audit when a multivariate analysis of the data was utilized
in an attempt to more clearly visualize and explain what
algorithms may be seeing in underlying datasets.

Figure 7: Percent Comparison of Total Number of Medica-
tions Prescribed for All Subjects by Race and Age Range

Expected findings (neutral; no bias) is shown in the nor-
malized 60-70 age group (Figure 7). However, there is no clear
rational basis for the shift of the distinct medication curves

based on age and race. The fact that the curves show distinc-
tions which cannot otherwise be accounted for on a disease
basis may be indicative of underlying bias in the clinical
treatment of diabetic patients. This finding was unexpected.

What if tool
What if tool was adopted to identify bias using hypothetical
situations against different features using linear classifier and
Deep Neural Network classifier to predict patient’s readmis-
sion. Adopting this tool allowed us to observe both models
of classification against input features such, as Race, gender,
age, weight, time spent in hospital. The ground truth feature
however was translated into whether a patient was admitted
or not .Some of the inferences drawn from this model are
intuitive, like the more time a patient spends in hospital the
more likely that patient is predicted to be re admitted as
shown in fig 8

Figure 8: Patient readmission based on time spent in hospi-
tal

We can also observe the data under represented in race. The
majority of the race available with this dataset is Caucasian,
which can lead to many biased outcomes for this race in
fig 9. What if tool is an interactive visualization tool where

Figure 9: Data under representation observed in race

users can load their datasets and the tool converts them to a
numerical format and each data point displayed in the graph
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are editable and can be set to different values to observe
counterfactual points in the data.

5 MODEL EVALUATION
LIME Model Evaluation
The LIME results showed that ’race’ was considered as a
significant factor in predicting patient readmission for a par-
ticular data instance. These explanations serve as a helpful
model auditing tool when the inner workings of the ma-
chine learning model are not revealed. The user can just
feed in data samples permuted around a sample of inter-
est to the black-box model and store the outputs as a new
dataset to train a more interpretable model. Lime however
suffers from a drawback of unclear coverage. The explana-
tions provided by LIME are local in nature and the boundary
to which these explanations apply is not well defined. ’AN-
CHORS: High-Precision Model-Agnostic Explanations’[22]
is a model-agnostic system proposed by the authors of LIME
that generates a set of ’if-then’ rules as explanations for
model output predictions and overcomes the drawbacks of
LIME by providing a clear coverage of the data instances to
which the explanations apply. Evaluation of this technique
is left to future work.

AIF360 Model Evaluation
This model aims to make the machine learning model fair by
mitigating the bias in the adopted dataset. It was evaluated
and processed using pandas (Python-Data Analysis Library)
[19] and transformed into the form of Binary-Label model
required by the AIF360 toolkit. The Disparate Impact fairness
metric was applied on the race protected attribute to detect
any potential bias. As a result, race attribute showed a bias
violation against Asian race.

The idea behind using AIF360 toolkit that we were able to
detect the bias as well as mitigate the bias, thereby improving
the fairness of the model. The Reweighing pre-processing
bias mitigation algorithm was applied to reduce the bias.

AIF360 is very helpful and easy to use toolkit. It has shown
outstanding performance in detecting and mitigating bias
and hence improving the fairness of the AI model built.

Data Triangulation Evaluation
The data were evaluated in comma delimited form in Mi-
crosoft Excel and imported into Tableau for visualization.
Additional validation and normalization were completed in
Microsoft Excel. Data were analyzed in at least triples using
well-described Data Triangulation techniques (supra) with a
variety of output visualization formats. Outliers and curve
differences were immediately visualized and numerical dif-
ferences were calculated based on standard mean statistical
analysis. We did not expect to find distinct medication curves

based on age and race in the dataset since it was a public
dataset and others have published analytical assessments of
the data since 2013.

6 CONCLUSION AND FUTUREWORK
This paper introduces various techniques to audit machine
learning models. The Data Triangulation methodology iden-
tified anomalies in the underlying dataset. These anomalous
curve patterns merits further investigation. What is it about
the Caucasian vs African American patients that is gener-
ating a different prescription distribution curve? The bias
appears in the underlying prescription data itself, based on
human clinical prescription of medications, and not in the
algorithms used to assess the data. This distinction is impor-
tant because underlying bias in the data can affect the output
of any algorithm applied to it. Determining the rational basis
for the anomalous differences in the data will also be impor-
tant for further work not only in anomaly detection and AI
Ethics, but also for clinical treatment protocols. Future work
may also include running the data in a CNN and LSTM neu-
ral network framework as a generative adversarial network
(GAN) model in order to detect anomalous patterns, such as
those as previously described by Zenati et al [8].

The Lime results indicated race as a factor in model output
predictions. The lime explanation also showed thatmedicines
like repaglinide and metformin contributed significantly in
predicting the patient readmission. Interestingly, the data tri-
angulation method discussed above revealed significant bias
in the administration ofmedicines like insulin andmetformin
to the caucasian and african-american race. The combination
of these results lead us to conclude that the type of medicines
administered could serve as a proxy for race in determining
patient readmission.

In the AI fairness 360 model, various fairness metrics and
bias mitigation algorithms can be applied and compared in
future to gain better understanding of the model.
The methods used herein independently found the same

overlapping bias in the underlying dataset, reinforcing the
viability of the auditing methods used herein.

REFERENCES
[1] Niels Bantilan. 2018. Themis-ml: A Fairness-Aware Machine Learning

Interface for End-To-End Discrimination Discovery and Mitigation.
Journal of Technology in Human Services 36, 1 (Jan 2018), 15–30. https:
//doi.org/10.1080/15228835.2017.1416512

[2] Rachel K. E. Bellamy, Kuntal Dey, Michael Hind, Samuel C. Hoff-
man, Stephanie Houde, Kalapriya Kannan, Pranay Lohia, Jacque-
lyn Martino, Sameep Mehta, Aleksandra Mojsilovic, Seema Nagar,
Karthikeyan Natesan Ramamurthy, John Richards, Diptikalyan Saha,
Prasanna Sattigeri, Moninder Singh, Kush R. Varshney, and Yunfeng
Zhang. 2018. AI Fairness 360: An Extensible Toolkit for Detecting,
Understanding, and Mitigating Unwanted Algorithmic Bias. (2018).
arXiv:cs.AI/1810.01943

https://doi.org/10.1080/15228835.2017.1416512
https://doi.org/10.1080/15228835.2017.1416512
http://arxiv.org/abs/cs.AI/1810.01943


Virginia Tech CS5024, Spring 2020, Falls Church, VA, Asma Aldrees, Cherie Poland, Nikhita Sattiraju, and Syeda Arzoo Irshad

[3] Tianqi Chen and Carlos Guestrin. 2016. XGBoost: A Scalable Tree
Boosting System. 785–794. https://doi.org/10.1145/2939672.2939785

[4] Edward Choi, Taha Bahadori, Andy Schuetz, Walter Stewart, and J.
Sun. 2016. RETAIN: Interpretable Predictive Model in Healthcare using
Reverse Time Attention Mechanism. (08 2016).

[5] Huang et al. 2015. Leveraging Deep Neural Networks and Knowledge
Graphs for Entity Disambiguation. https://arxiv.org/pdf/1504.07678.pdf

[6] Lin et al. 2015. Learning Entity and Relation Embeddings for Knowl-
edge Graph Completion. https://www.aaai.org/ocs/index.php/AAAI/
AAAI15/paper/view/9571/9523

[7] Strack et al. 2014. Impact of HbA1c Measurement on Hospital Read-
mission Rates: Analysis of 70,000 Clinical Database Patient Records.
https://www.hindawi.com/journals/bmri/2014/781670/

[8] Zenati et al. 2019. Efficient GAN-Based Anomaly Detection. https:
//arxiv.org/pdf/1802.06222.pdf

[9] Sorelle A. Friedler, Carlos Scheidegger, Suresh Venkatasubramanian,
SonamChoudhary, Evan P. Hamilton, andDerek Roth. 2019. ACompar-
ative Study of Fairness-Enhancing Interventions In Machine Learning.
Proceedings of the Conference on Fairness, Accountability, and Trans-
parency - FAT* ’19 (2019). https://doi.org/10.1145/3287560.3287589

[10] Yazdany J Schmajuk G. Gianfrancesco MA, Tamang S. 2018. Poten-
tial Biases in Machine Learning Algorithms Using Electronic Health
Record Data. (11 2018).

[11] Tian Guo, Tao Lin, and Nino Antulov-Fantulin. 2019. Exploring In-
terpretable LSTM Neural Networks over Multi-Variable Data. (05
2019).

[12] Linda Heath. 2015. Triangulation Methodology. https://www.
sciencedirect.com/topics/computer-science/triangulation

[13] IBM. [n.d.]. AIF360. https://github.com/ibm/aif360
[14] Scott Lundberg and Su-In Lee. 2017. A Unified Approach to Interpret-

ing Model Predictions.
[15] Chris McWilliams, Daniel Lawson, Raul Santos-Rodriguez, Iain

Gilchrist, Alan Champneys, Timothy Gould, Mathew Thomas, and
Christopher Bourdeaux. 2019. Towards a decision support tool for
intensive care discharge: Machine learning algorithm development
using electronic healthcare data from MIMIC-III and Bristol, UK. (03
2019). https://doi.org/10.1136/bmjopen-2018-025925

[16] Ninareh Mehrabi, Fred Morstatter, Nripsuta Saxena, Kristina Lerman,
and Aram Galstyan. 2019. A Survey on Bias and Fairness in Machine
Learning. (08 2019).

[17] Ninareh Mehrabi, Fred Morstatter, Nripsuta Saxena, Kristina Lerman,
and Aram Galstyan. 2019. A Survey on Bias and Fairness in Machine
Learning. arXiv:cs.LG/1908.09635

[18] Christoph Molnar. 2020. Interpretable Machine Learning. A Guide for
Making Black Box Models Explainable. https://christophm.github.io/
interpretable-ml-book/

[19] NumFOCUS. [n.d.]. pandas/Python-Data Analysis Library. https:
//pandas.pydata.org/

[20] Ziad Obermeyer, Brian Powers, Christine Vogeli, and Sendhil Mul-
lainathan. 2019. Dissecting racial bias in an algorithm used to
manage the health of populations. Science 366 (10 2019), 447–453.
https://doi.org/10.1126/science.aax2342

[21] Marco Tulio Ribeiro, Sameer Singh, and Carlos Guestrin. 2016. “Why
Should I Trust You?” Explaining the Predictions of Any Classifier. (08
2016). https://doi.org/10.1145/2939672.2939778

[22] Marco Tulio Ribeiro, Sameer Singh, and Carlos Guestrin. 2018. Anchors:
High-Precision Model-Agnostic Explanations. 241–252.

[23] Juan Rojas, Kyle Carey, Dana Edelson, Laura Venable, Michael How-
ell, and Matthew Churpek. 2018. Predicting Intensive Care Unit
Readmission with Machine Learning Using Electronic Health Record
Data. Annals of the American Thoracic Society 15 (05 2018). https:
//doi.org/10.1513/AnnalsATS.201710-787OC

[24] F. Tramèr, V. Atlidakis, R. Geambasu, D. Hsu, J. Hubaux, M. Humbert, A.
Juels, and H Lin. 2015. FairTest: Discovering Unwarranted Associations
in Data-Driven Applications. arXiv:cs.CY/1510.02377

[25] Florian Tramèr, Vaggelis Atlidakis, Roxana Geambasu, Daniel Hsu,
Jean-Pierre Hubaux, Mathias Humbert, Ari Juels, and Huang Lin. 2015.
FairTest: Discovering Unwarranted Associations in Data-Driven Ap-
plications. arXiv:cs.CY/1510.02377

[26] Steven Walczak. 2012. Methodological Triangulation Using Neural
Networks for Business Research. Advances in Artificial Neural Systems
(2012), 12 pages. https://doi.org/10.1155/2012/517234

[27] James Wexler, Mahima Pushkarna, Tolga Bolukbasi, Martin Watten-
berg, Fernanda Viégas, and Jimbo Wilson. 2019. The What-If Tool:
Interactive probing of machine learning models. IEEE transactions on
visualization and computer graphics 26, 1 (2019), 56–65.

[28] JamesWexler and Andrew Zaldivar. 2020. FAT* 2020 Hands-on Tutorial:
Probing ML Models for Fairness with the What-If Tool and SHAP. https:
//pair-code.github.io/what-if-tool/fat2020.html

[29] Meike Zehlike, Tom Sühr, Carlos Castillo, and Ivan Kitanovski. 2020.
FairSearch: A Tool For Fairness in Ranked Search Results. https:
//doi.org/10.1145/3366424.3383534

https://doi.org/10.1145/2939672.2939785
https://arxiv.org/pdf/1504.07678.pdf
https://www.aaai.org/ocs/index.php/AAAI/AAAI15/paper/view/9571/9523
https://www.aaai.org/ocs/index.php/AAAI/AAAI15/paper/view/9571/9523
https://www.hindawi.com/journals/bmri/2014/781670/
https://arxiv.org/pdf/1802.06222.pdf
https://arxiv.org/pdf/1802.06222.pdf
https://doi.org/10.1145/3287560.3287589
https://www.sciencedirect.com/topics/computer-science/triangulation
https://www.sciencedirect.com/topics/computer-science/triangulation
https://github.com/ibm/aif360
https://doi.org/10.1136/bmjopen-2018-025925
http://arxiv.org/abs/cs.LG/1908.09635
https://christophm.github.io/interpretable-ml-book/
https://christophm.github.io/interpretable-ml-book/
https://pandas.pydata.org/
https://pandas.pydata.org/
https://doi.org/10.1126/science.aax2342
https://doi.org/10.1145/2939672.2939778
https://doi.org/10.1513/AnnalsATS.201710-787OC
https://doi.org/10.1513/AnnalsATS.201710-787OC
http://arxiv.org/abs/cs.CY/1510.02377
http://arxiv.org/abs/cs.CY/1510.02377
https://doi.org/10.1155/2012/517234
https://pair-code.github.io/what-if-tool/fat2020.html
https://pair-code.github.io/what-if-tool/fat2020.html
https://doi.org/10.1145/3366424.3383534
https://doi.org/10.1145/3366424.3383534

	Abstract
	1 Introduction
	Motivation

	2 RELATED WORK
	Post-hoc interpretability tools to audit AI models
	AI Fairness Models to Mitigate Bias
	Data Visualization Models to Discern Differences

	3 dataset
	Data Preparation

	4 MODELS OF ANALYSIS
	LIME for model auditing
	AIF360 Model Analysis
	Data Triangulation
	What if tool

	5 Model Evaluation
	LIME Model Evaluation
	AIF360 Model Evaluation
	Data Triangulation Evaluation

	6 Conclusion and Future Work
	References



